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1 
Introduction

A critical challenge for any successful organization is the ability to codify and retain the expertise and best practices of their most successful employees as assets of the company.  In today’s transient business world, this ability is more important than ever. As economic conditions change more rapidly than ever before, and as the lifelong employee becomes a thing of the past, it is critical that companies be able to quickly retrieve and act on the best knowledge available to them.  By treating the cumulative experience and knowledge of their employees as an asset, companies can respond quickly and flexibly to changes in the market, new opportunities or sudden shifts in strategy. In addition, the automation and marshalling of expertise raises the level of performance of the organization. The most successful approaches, strategies and techniques – those used by the very best performers  -- apply to every customer interaction.

The leading technology used to accomplish these goals is Artificial Intelligence.  While many think of this technology as applying solely to the world of robotics and machinery, the thousands of applications of the technology include commercial applications such as lending automation, call center response, diagnostic systems and cross-selling and interactive sales negotiation applications. 

MindBox is a technology company that provides artificial intelligence technology and consulting services.  The company’s flagship product is ARTEnterprise.  This sophisticated product includes over 100 person years of development effort and has a proven track record in delivering state of the art, scalable high performance systems.  Its rule- and case-based reasoning technologies allow companies to bring the knowledge, policies and best practices of their company to the point of customer contact, regardless of channel.  This means that every time the customer contacts the institution – whether it is on the phone, in person or via the Internet – they get the most accurate and consistent decision possible reflecting the policies of the company.

2 Background

2.1 Rule Based Systems

Rule-based programming is motivated by the observation that humans often detect a set of conditions in their environment and respond with a particular set of behaviors.  In this sense, rules can be viewed like the IF-THEN statements in procedural programming: if a particular set of conditions exist, then respond with a particular set of behaviors.  However, there is a very important difference between rule-based programming and the use of conditional statements in a procedural language.  While an IF-THEN statement is only accessed when the flow of control reaches a given location in a procedure and then reacts only to a narrowly specified set of data, in more sophisticated engines, rules respond whenever the condition specified in the rule is satisfied and respond globally to data generated anywhere in the application as long as that data fits a rule  pattern.  

2.2 Architecture

The basic architecture of rule-based systems has five parts as illustrated below.

Figure: Components of Rule-Based Systems
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Rules

A rule is a means of expressing procedural or heuristic knowledge in the knowledge base of an expert system.  The rule is in the form of a data driven logical implication.  Whenever the conditions of fact on the left hand side (LHS) of the rule are true then the implications (actions or assertions of new facts) on the right hand side (RHS) of the rule are available to be activated by the control component of the expert system.
  

Facts or objects

The known information/data about the problem is represented in facts or objects.  These facts or objects are used to trigger left-hand side conditions of rules.  The set of current facts or objects is dynamic – it changes throughout the execution of the program as new information is provided by users or as a result of rules that have been fired.

Inference Engine

The inference engine is the bridge between the rules and facts or objects.  The inference engine surveys the state of current facts objects, matches it against the rules to see what actions are indicated, and proceeds in an orderly reasoning process until decisions can be reached.

User I/O 

The user I/O is the interface between the user and the system.  The inference engine may query the user to contribute information that needs to be added to the set of facts or objects.  The system can also send advice and explanations to the user.

External Data Sources 

The set of current facts can be derived from external data sources such as a database.  By associating rules with database objects, it becomes possible to build models that are more complex and to quickly apply those models to real world situations.

Figure: Typical structure of a Rule.
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2.3 Basic Operation

A rule-based system is data driven in nature.  As data is added to the system, the inference engine attempts to match it against the rules until decisions can be reached.  Rule-based systems involve the following process in handling an instance of a problem:  

· Information about the current problem instance has to be acquired by the system.  This can occur in several ways.  For example: 

· The system could be initialized with all the known facts and run like a batch process to a conclusion.

· The system could interactively question the user for information and then intelligently tailor the interrogation based on the information provided. 

· The system could be a process control system where the facts streaming into it are real-time process conditions. 

· Every time the data changes, the inference engine processes it, testing the current facts against the conditional fact patterns on the left hand side of the rules in the knowledge base.

· Whenever a rule pattern is matched by currently known facts the rule is placed on an activation agenda and the appropriate rule fires.

· When the data repository is fully processed, rules on the activation agenda are "triggered" and any actions on the right-hand side of each rule are activated. 

· The triggering of a rule can result in some external action being implemented or the assertion of new knowledge about the current problem instance into the current data repository.

2.4 Domain Example

Loan pricing in the mortgage industry is an example of a domain in which rule-based systems are being used successfully.  The first step to pricing a loan is to derive a base price (or rate) using a small set of loan characteristics such as Lock Term, Loan Product, or Interest Rate.  Once the base price is established, business rules are applied to the price based on additional data, including attributes of the loan, borrower, credit report, geographic location, etc.  Each rule satisfied by the attribute value(s) also has an associated adjustment value that is used to increment or decrement the base price until a final adjusted price is derived.  All of the rules and attribute values evaluated can be created and set by the businessperson responsible for pricing at the institution.  And they can change these rules as needed, as we will explain further.

2.5 Case-Based Reasoning Systems

Case-Based Reasoning is a technology that embodies expertise in a library of past cases, instead of encoding it in specific rules. Each case in the system contains a description of the problem, plus a solution and recommended or actual outcomes.  The knowledge and reasoning process used by an expert to solve the problem is incorporated in the solution.  To solve a current problem one or more attributes of the problem is matched against the cases in the case base, and similar cases are retrieved along with a match score using a fuzzy matching technique.  Attributes can be matched based on pure Boolean logic or proximity closeness.  In addition, attributes can also be assigned weight values that allow them to have a greater or lesser impact on the overall match score.  The retrieved cases can then be used as the solution or adjusted and retained along with the current problem as part of a new case.

Case-based reasoning enables the creation of a powerful corporate case library, allowing everyone in an organization to tap into the corporation’s cumulative knowledge when handling a new problem. 

In general, all case-based reasoning methods have in common the following steps: 

· retrieve the most similar case  after  comparing the current case to the library of past cases; 

· reuse the retrieved case to try to solve the current problem; 

· revise and adapt the proposed solution as required; 

· retain the final solution as part of a new case. 

· Retrieving a case starts with a complete or partial problem description and ends when a best matching case has been found. 

In order to reuse a previous case solution that has been retrieved in order to solve a new case, the system identifies the differences between the retrieved and the current case.  It then determines which portion of the retrieved case can be applied to the new case. Generally the solution of the retrieved case is transferred to the new case directly as its solution case.  When the case solution applied proves to be incorrect, the system revises it  and retains the new, accurate solution.

To retain the case whatever is useful from the new case is then incorporated into the case library. This involves deciding what information to retain and in what form to retain it; how to index the case for future retrieval; and completing the integration of the case into the case library.  This step can be completed by a human, or by the system itself.

Figure: Traditional Case-Based Reasoning Cycle
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2.6 The Difference Between CBR And Rule-Based Systems

Rule-based systems use rules to guide their decision processes. Typically a knowledge engineer works with a domain `expert' to derive the heuristics that the expert uses when solving a problem. Whereas, case based reasoning `looks' for similarities between the current needs and previous examples of similar problems and their attendant solutions. Rule base programming is currently very popular and well developed. Most subject matter experts will clearly explain the rules they use to solve either everyday or very difficult and detailed problems. However research into human problem solving has determined that in almost all situations the `rules' used by experts have been in part derived from a cause and effect relationship derived from previous experiences - cases. 

In short, the most significant difference between CBR and Rule-Based problem solving techniques is that in the Rule-Based paradigm, the rules are more concrete and tangible and require the information provided to them to be equally concrete and complete. When using CBR, the solution methodology is a process of comparison and evaluation of current needs with existing situations even in the situation where the provided is inexact or incomplete.

2.7 Hybrid Systems:  Beyond Simple Rules

Hybrid systems are possibly the most powerful use of Artificial Intelligence technology in the business world.  These systems combine rule- and case-based reasoning technologies to bring the most appropriate use of intelligence to a given process or problem.  The power of case-based and hybrid systems can be harnessed to solve many categories of business problems with or without human interaction.  In many financial markets today, as well as in medical applications, AI-based systems are applied to help a human expert more quickly solve a complex problem. The human operator fills in forms on screen describing the business problem. Depending on the type of problem, a rule-based system can narrow down the problem domain, and a CBR system can compare the input data against its case base to find analogous situations. The results might be further processed by a rule-based system in order to apply definite policies, such as that an individual undergoing treatment x cannot be prescribed medication y, or that a certain type of home loan does not meet bank regulations. The final results are then presented as a series of options to the human expert, who can then use the recommendations of the hybrid system in order to more quickly and accurately make a decision about a financial service to offer or a treatment to recommend. Because the rule/CBR-based expert system provides the first-level analysis, it reduces the amount of time that an individual spends on each transaction, reducing the unit cost of each transaction as well as allowing the organization to process more transactions without adding more staff.

HomeSide Lending Inc., currently uses MindBox’s ARTEnterprise in exactly such a way. The company’s more than 250 loan professionals use a hybrid system to help evaluate loans. Although the human loan officers make the final determination, HomeSide credits ARTEnterprise with reducing a loan’s processing time by 41 percent as well as reducing errors to almost zero -- and cutting the cost of processing that loan by 35%, from $1,400 to $900. That not only increases the loan processing department’s efficiency, but also allows them to pass savings onto customers, making the mortgage broker more competitive as well.

3 Uses of Intelligent Technology

3.1 Rule Based Systems

Many problems are best characterized by a set of rules.  This is evident when personnel often rely on “rules-of thumb” learned through experience, socialization and training during the performance of their job.  Recently, rule-based systems have been used extensively in applications such as mortgage lending, small business lending, credit card authorization, fraud detection, e-commerce, and personalization. Because the actions of the rule-based system tend to be hidden from view, people tend not to realize just how extensively they are used. 

Other Applications that have been well suited to Rule-Based Systems include:

Design.  Rule-based systems have been used successfully in applications used to aid in the design of structures as well as electronic circuitry.

Scheduling.  Rule-based systems have been used in the area of scheduling which has long been a domain rich with heuristic information.  For example, rules are used in many systems used to book travel reservations.

Monitoring.  Rule-based systems have been used to monitor events in the form of information (news feeds) and telemetry.  For example, rule-based systems have been used heavily in the space program for the purpose of monitoring telemetry from space equipment. 

Diagnosis.  Rule-based systems have been used heavily in diagnostic systems.  One of the earliest successful uses of rule-based systems was in the area of medical diagnostics.

3.2 Case-Based Reasoning Systems

Case-based reasoning is often used in instances in which experts find it hard to articulate their thought processes when solving problems.  Knowledge acquisition for a Rule-Based System would be extremely difficult in such domains, and is likely to produce incomplete or inaccurate results. When using case-based reasoning, only that knowledge that allows the cases to be characterized accurately need be gathered.

Some of the characteristics of a domain that indicate that a CBR approach might be suitable include: 

1. records of previously resolved situations exist or records of expected situations can be engineered

2. historical cases are viewed as a valuable asset;

3. specialists explain their work and domain by giving examples; 

4. experience is at least as valuable as textbook knowledge. 

Applications that have been well suited to Case-Based Reasoning Systems include:

Help Desk: Case-based diagnostic systems are used in the customer service area to help identify solutions to specific product or service issues. 

Assessment: Case-based systems are used to determine what value should be assigned to a given piece of information (a variable) by comparing that information to stored cases. Assessment tasks are common in the finance and marketing domains. 

Decision support: When faced with a complex problem, people often look for analogous problems for possible solutions in order to make a decision regarding what action to take. CBR systems have been developed to support decision making in this problem retrieval process.

3.3 Examples of Hybrid Systems

Many systems use hybrid technology solutions to solve problems.  Many of the examples in the rule and case based sections of this paper could actually be deployed as hybrid systems.  A few specific examples are provided here. 

Diagnosis: Case-based diagnosis systems try to retrieve past cases whose symptom lists are similar in nature to that of the new case and suggest diagnoses based on the best matching retrieved cases. The system would then use rules to determine what actions or decisions should be made given the possible case matches.

Product Selection and Cross Sell:  Hybrid systems can be used to develop tools that help companies select the correct product or mix of a products for a given customer.  Rules can be used to find exact matches for products when a customers’ needs are known and an exact match exists.  When there is not an exact match, or when customer needs are not clear, case based reasoning can be used to refine the customers’ requirements and to find a near match for their needs and the company’s policies.  Rules can be used to determine actions, to suggest products to cross sell and to determine the final pricing.

4 ARTEnterprise™
ARTEnterprise™ is an integrated object-oriented artificial intelligence (AI) application development environment for the rapid prototyping and development of intelligent applications.  ARTEnterprise offers a variety of different representational paradigms including:

· a powerful scripting language; 
· objects supporting multiple inheritance, encapsulation and polymorphism; 

· rules; 
· and Case-Based Reasoning (CBR)
In addition, ARTEnterprise also includes a variety of tools, such as Data and Web integrators, and Application Programming Interfaces (APIs) to support integration into existing IT environments.  

4.1 Architecture
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Figure 4.1: MindBox Technology Architecture

Figure 4.1 shows the overall product architecture of MindBox’s ARTEnterprise technology.  The architecture takes a layered approach, separating core functionality from customer-specific (domain specific) implementations.

Core Technology:  This is the foundation of ARTEnterprise, including the rules and CBR inferencing capabilities.

Integration Services:  The integration layer allows connectivity with other systems and interfaces, such as databases, presentation layers, application servers, etc.

Reuseable Services -- These are pieces of code or configuration frameworks that are reusable from system to system and allow rapid deployment at new customer sites.  Reusable Services also include performance optimization tools such as the load balancing module.

Domain Content -- These are frameworks, which are used to encapsulate the knowledge, processes and domain specific information of a client.

Domain Components -- these are actual applications that perform a specific business process or make a specific type of decision, based on client-specific information.  The components are not discussed in this paper. A full description is found in the component-specific documents available on MindBox’s website.

4.2 Specific Features/Benefits

4.2.1 Rule Based Decisioning

Rules are independent entities of reusable logic that express business policies as a set of actions to be taken whenever a set of conditions is met. As new data enters the application, a highly optimized rule engine automatically selects the rules that apply to the current situation and uses them to make decisions and take appropriate actions. ARTEnterprise’s data-driven rules greatly simplify the logic needed to define an application, providing an easier and more flexible way to model and maintain complex business processes. 

4.2.2 Case-based Reasoning (CBR)

ARTEnterprise’s Case-based reasoning engine stores a “case-base” of previously solved problems, and solves new problems by searching for similar past cases and adopting their solution to the current situation. This adds a level of sophisticated decision making not available in purely rule-based systems, and works extremely well in situations where exact matches or criteria are not always available. This capability can be used to support natural language processing and fuzzy matching approaches to problem solving. It is particularly powerful in areas of customer service, cross-selling/up-selling, diagnosis and design. 
4.2.3 Knowledge-Base Editor

A Knowledge Base Editor is a business tool that allows a non-technical person (analyst) to edit rules and parameters in the system’s knowledge base.  The editor is typically a graphical application that allows the knowledge base to be edited directly in the guideline tables of the System Database.  A business user can use the editor to declaratively state rules, without specifying sequencing specifics at the procedural code level.  In this way, guidelines for very complex problems can established and easily managed. 

MindBox offers two varieties of Knowledge-Base Editors.  The MindBox Power Editor is a domain-specific application editor packaged with our financial services lending components.  This powerful tool is designed to be user friendly to business people in the financial services arena.  This editor is not discussed in this paper, but is covered in our component-specific materials.  

The other type of editor that MindBox frequently provides is a custom-built editor for any given client’s application, regardless of industry or specific application domain.  The rest of this section will focus specifically on this “generic” form of Knowledge-Base Editor. 

A Knowledge Base Editor typically includes the following features:

1. Viewing the Knowledge Base.  The editor is designed to shield the user from the complex inner workings of the system (e.g. rule grammar, object model, database tables) allowing the rules to be viewed by a larger, less technical audience.  Rules are presented clearly with their conditional logic and corresponding action(s) along with a brief description of their purpose.  Techniques, such as displaying items in groups by category, product, date, etc, are also used to allow rules and other items in the knowledge base to be easily found.

2. Editing Rules.  The editor as indicated by its name also provides basic editing capabilities.  This includes the ability to add and delete rules, add and remove conditions from rules and modify the actions of a rule.  In addition, the editor will also provide features that make editing simpler such as the use of drop down lists and the ability to copy existing rules and conditions that can then be modified to create new rules/conditions.  The figure below shows the rule edit screen for a mortgage pricing knowledge-based system in MindBox’s Power Editor, as an example.

3. Reporting.  Many editors provide a basic reporting capability.  This typically includes the ability to query and view rules based on criteria such as adjustment factor, condition field, activation/expiration date, etc.

4. Administration.  An editor also provides basic administrative features.  This can include features such as security (login/password, feature access control, etc.), version control (critical for associating knowledge base changes to a release version), reference data (adding new values to reference tables) and a help facility.

Figure:  Mortgage Pricing Knowledge Base Editor 
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4.2.4 Object-Oriented Environment

ARTEnterprise provides a completely object-oriented development environment. This allows all the benefits of modularity, re-use, rapid integration and encapsulation to be made available to developers and systems administrators. 

ARTEnterprise applications typically consist of three object layers: 

· Graphical User Interface object layer, typically provided by a third party or the customer

· Model layer for representing business objects 

· Database object or information view layer 

These three object layers can be easily mapped and partitioned to two- or three-tier client/server architectures and deployed across multiple heterogeneous environments.

4.2.5 Adaptable Open Architecture

ARTEnterprise’s open architecture allows it to be embedded in external applications or be the central application that wraps or calls external applications. The deployment environment provides a means for creating a streamlined version of an application without the overhead of the Integrated Development Enterprise (IDE). ARTEnterprise can access external programs through Dynamic Link Library (DLL), Dynamic Data

Exchange (DDE), Remote Procedure Call (RPC) mechanisms or a powerful plug-in mechanism.  ARTEnterprise application components may reside on the client or the server depending on the architectural requirements.

PLATFORMS Microsoft Windows NT, Windows 2000, Solaris and HP-UX.

DATABASES Oracle, Sybase, Microsoft SQL Server, IBM DB2 and other ODBC-Compliant databases.

4.2.6 Performance/ Scalability

During execution, ARTEnterprise avoids the trap of continuously cycling through a list of rules, checking each one's left-hand-side (LHS) against the data presented and executing the right-hand-side (RHS) of any rules that apply.  To enhance its efficiency of the rule matching process ARTEnterprise uses the Rete (derived from reticulum – the Latin word for network) algorithm for processing rules.  In the Rete algorithm, past matches (full or partial) are cached across rule firing cycles. Only new or changed data is tested against any rule LHSs (and even then only against rules that reference that particular data element).  Therefore, Rete saves time by ensuring that each criteria pattern is tested only once irrespective of the number of rules that use it. In addition, time consuming tests can be avoided until all other rule criteria are satisfied, and when data changes, only those rules that are affected are processed. This ensures the most efficient and rapid decisioning possible.  The interested reader is referred the classic paper on the Rete algorithm ("Rete: A Fast Algorithm for the Many Pattern/ Many Object Pattern Match Problem", Charles L. Forgy, Artificial Intelligence 19 (1982), 17-37).
4.2.7 Integration and Deployment Tools

Database Integration Tools. These tools provide point and click integration of multiple

database sources into ARTEnterprise objects. They include support for multi-threaded database integration, ensuring high performance in either a web or networked environment.

Document Integration Tools. These tools provide viewer classes for text documents.  Case Based Reasoning can be used to retrieve documents using a combination of text and database attributes.

System Integration Tools.  Developers can easily integrate ARTEnterprise applications into existing systems to add intelligence to strategic applications. In addition to support for peer-to-peer communication using TCP/IP sockets and plug-ins to other systems, ARTEnterprise delivers an embeddable architecture with an open API that supports both dynamic linking and static linking with C++ call-in and call-out capabilities and also supports links to other systems via CORBA, XML, and SOAP protocols.

Web Integrator. The Web Integrator is a component included in MindBox’s ARTEnterprise development tool that uses a high level interface to provide developers with the ability to quickly and easily communicate with Web clients without having to know the low-level communications or code level details.  

Development/Debugging Tools. The highly integrated development environment allows rapid prototyping and fully incremental testing. It includes a full set of debugging and logic tracing tools that dramatically increase productivity during development and maintenance of intelligent applications.  New improvements in the debugging toolkit include the following functionality:

· Ability to integrate performance monitoring with transactions

· Improved reporting of detailed performance results (including the ability to format in Microsoft Excel, information accumulated per object)

· Tracing Functionality

· Ability to trace attribute function calls, rule firings and data changes

· Reporting of partial rule matches

· Simplified interface to trace functions

· Break functions, allowing the user to stop the program at a given point to check variable values, partial rule matches, and other program activity

· Stack navigation, allowing the user to examine the overall state of the system in order to simplify the debugging process

Procedures.  ARTEnterprise includes hundreds of built-in functions to perform computations, manipulate sequences of items and strings, and provide the basis for building sophisticated user defined functions to automate application actions.  

4.2.8 ARTExplain 

ARTExplain is an explanation facility included with the core ARTEnterprise product.  This component exposes to the degree desired the reasons for a given decision in understandable natural language.  An example would be the specific reasons why an application does not qualify for a given loan product.  It provides clear explanations about final and/or intermediate decisions, and dynamically generates these explanations during the process.  These explanations incorporate specific transaction information in understandable language that is controlled for the specific application.  ARTExplain is a great tool for novice employees, because in addition to providing support for expert service it also provides valuable training. 

4.2.9 ARTAnimate 
ARTAnimate is a component that assists in the maintenance of a process flow within a rule based system. ARTAnimate minimizes the need to program changes in the system to control the processes. This component is included in ARTEnterprise, and is part of the technology’s reusable services. It allows a developer, working with subject matter experts, to manage and track process flows within the system. They can therefore make sure the sequencing, prioritization and strategy of decisioning within the system is consistent and in keeping with company policy.

   New in ARTEnterprise™ 10.0

The new release of ARTEnterprise 10.0 is a quantum leap in technology enhancements. These recent improvements solidify the product family’s status as the most powerful and sophisticated decisioning technology available.

4.2.10 Java-Interoperability

New Java Interoperability services enable ARTEnterprise to monitor and reason over native Java objects. Our improved Java integration is implemented according to the Java Connector Architecture standard.  This enables ARTEnterprise to be used in a J2EE environment.  This same foundation supports JMS, EJB, and JB implementations. This integration is transparent, and capitalizes on the scalability inherent in ARTEnterprise’s Rete algorithm technology.

4.2.11 CORBA Interface (Common Object Request Broker Architecture)

The updated CORBA interface allows ARTEnterprise to use CORBA to support the distribution of objects implemented in a variety of programming languages. IDL (interface definition language) support is provided to define the services offered by a particular distributed object.

4.2.12 XML (Extensible Markup Language) Interface

An XML interface is an integration service that provides a way to create ARTEnterprise objects from the tags defined in a DTD (Document Type Definition), and also allows a user to use ARTEnterprise to generate XML documents that can communicate back to other systems reliably.

4.2.13 SOAP (Simple Object Access Protocol)

A SOAP interface enables ARTEnterprise to use SOAP to integrate with remote objects. SOAP standard provides a method for mapping objects to XML for transmission in heterogeneous environments. Through SOAP, objects can be shared across systems in a simple, consistent and easy to implement manner.

4.2.14 Easier Maintenance by Subject Matter Experts

Business users and subject matter experts are the people who really use a system on a daily basis. We believe that these people should be able to maintain their own decision parameters — without having to become part of an already loaded technical systems action item list. Therefore, we have integrated technology into ARTEnterprise that ensures the ability of business users, working with subject matter experts, to maintain their decisioning systems without requiring expertise in artificial intelligence.

ARTEnterprise rules can now be expressed in XML syntax. This enhancement greatly simplifies maintenance of business logic, by allowing rules to be entered or updated directly in XML.

4.2.15              Load Balancing Module

Our improved load balancing functionality includes several key features.  First, the technology has been improved to handle load balancing within ARTEnterprise, but also load balancing between ARTEnterprise and the ARTEnterprise Component suite (ARTOptimize, ARTCredit, ARTPrice and ARTQualify).  This functionality ensures that the system spreads workload across all operational engines in the most efficient manner possible.  Upgrades to the module will be available in late Spring, 2002.

5 Summary

Today’s business environment requires companies to respond quickly and with great flexibility to changes in the economy, in technology or in the requirements of their customers.  In order to do this successfully, companies must be able to leverage the knowledge, combined experience, and best practices of all of their employees to determine the most appropriate strategy and actions to take at any given juncture.  Artificial Intelligence technology such as MindBox’s ARTEnterprise provide this ability to provide faster, more accurate and more specific answers by codifying corporate knowledge and making it a true company asset.  In deployment after deployment, artificial intelligence technology in general – and ARTEnterprise specifically – have proven their ability to help companies save money, increase revenue and leverage current and future investments.





































� Includes information from a presentation by Vivek Nallur, National Centre for Software Technology, Programming Paradigms Course, Rule Based Programming Lecture, August 12, 2001.


�  Includes information from a presentation by Vivek Nallur, National Centre for Software Technology, Programming Paradigms Course, Rule Based Programming Lecture, August 12, 2001.


� Includes information from Course Notes on Agricultural Sytems Engneering, Bernie Engel, Purdue University
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• Credit Check	• Underwriting	• Broker Workbench	• Secondary Market 

• Document	   Tools	• Deal Structuring	   Interface

  Management	• Correspondent	• Quoting	• Securities Interface

• Conformance 	   Workbench	• Personalization

  Check

Origination	Underwriting	Marketing	Securitization

Object Libraries	Case Libraries

Knowledge Bases	Currency Types	Third -party Interfaces

Messaging	Online documentation	

Configuration	Process Flow	Load Balancing

Native DB Connectivity	ODBC	Presentation Layer 

Web Services	COM/DCOM/CORBA/EJB	Connectivity

		XML Interface

AE Rules Engine	 ARTScript™	CBR

Platform Support (NT, UNIX, Solaris)



This picture shows the overall product architecture and shows where the various components and technology pieces fit.  The next slideshows the technology under each of them. 



Core Technology:  this is the guts of our software, the rules and CBR

Integration Services:  The integration layer allows connectivity with other systems and interfaces, such as databases, presentation layer, web integration, etc.



Reuseable Services -- These are pieces of code or configuration frameworks that are reusable from system to system and allow us to rapidly deploy at the customer site.



Domain Content -- These are frameworks which are used to encapsulate the knowledge, processes and domain specific information at the client. 



Domain Components -- these are actual applications that perform a specific business process or make a specific type of decision, based on specific information from the client.
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